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ABSTRACT
Voice Personal Assistant (VPA) systems such as Amazon Alexa and
Google Home have been used by tens of millions of households.
Recent work demonstrated proof-of-concept attacks against their
voice interface to invoke unintended applications or operations.
However, there is still a lack of empirical understanding of what
type of third-party applications that VPA systems support, and
what security and privacy consequences these attacks may cause.

In this paper, we perform an empirical analysis of the third-party
applications of Amazon Alexa and Google Home to systematically
assess the attack surfaces. A key methodology is to characterize
a given application by classifying the sensitive voice commands
it accepts. For this measurement, we develop a natural language
processing tool that classifies a given voice command from two di-
mensions. First, we examine whether a voice command is designed
to insert an action (e.g., controlling a smart device) or retrieve in-
formation (e.g., obtaining user’s bank balance). Second, we classify
whether the command is sensitive or nonsensitive. Our tool is de-
veloped by combining a deep neural network and a keyword based
model. We also apply Active Learning to train an accurate model
with a minimal manual labeling effort. And, we ran an online survey
to fine-tune our sensitive keyword set. A ground-truth evaluation
shows that our tool achieves over 95% of accuracy for both types of
classifications. We apply this tool to analyze 31,413 Amazon Alexa
applications and 3,148 Google Home applications (80,129 + 9,096
voice commands). In total, we identify 9,174 (8,503 + 671) sensitive
“action injection” commands and 3,280 (2,939 + 341) sensitive “infor-
mation retrieval” commands. These commands are contributed by
2,330 (2,144 + 186) applications (6.74% out of all applications). Most
of these applications are related to the “smart home” category. Even
though the results indicate that there is only a small percentage of
high-risk applications in the current market. Our analysis shows
that increase rate of sensitive applications is high (in 2018 there
were 5.6% sensitive applications, now in 2019 it increases to 6.74%).

1 INTRODUCTION
The ubiquitous usage of the Internet of Things (IoT) devices has pro-
liferated the number of Voice Personal Assistant (VPA) systems in
our home. As ofMay 2018, over 54million households in the US have
one or more VPAs such as Amazon Alexa [3], Google Home [13],
and Homepod [6]. The two dominating manufactures Amazon and
Google introduce the voice assistant applications called “skills”1.
Third-party developers have built and published more than 30,000
skills in the application markets in 2018 [5, 16]. Users can “talk”
to these applications to complete various tasks including open-
ing a smart lock, starting their car, placing shopping orders, and
transferring money to a friend.

1Google calls these applications as “actions". For consistency, we also call Google
Home actions as skills.

Although these applications bring convenience, they also in-
troduce new attack surfaces. Recent research shows that remote
attackers can craft hidden voice commands to trigger the VPAs to
launch malicious actions without user knowledge [45, 55, 58]. More
recent work shows that attackers can publish malicious skills with
similar pronunciations to fool the VPA to invoke the wrong appli-
cation [31, 60]. Existing works have focused on proof-of-concept
attacks by pointing out the potential ways of launching the attacks.
However, there is a lack of empirical understanding of what func-
tionality the third-party applications provide, and thus makes it
difficult to systematically assess the security and privacy conse-
quences of these attacks.

In this paper, we perform the first large-scale measurement on
the third-party applications of Amazon Alexa and Google Home to
systematically assess the attack surfaces. More specifically, given
a voice assistant application, we seek to characterize its risk level
by detecting and analyzing the sensitive voice commands that are
subject to potential attacks. Based on the recent proof-of-concept
attacks [31, 45, 55, 58, 60], there are two main types of attack con-
sequences: (1) controlling the system to perform an action, and
(2) obtaining sensitive information. As such, we develop a natural
language processing tool that classifies a given voice command
from two dimensions. First, we examine whether a voice command
is designed to insert an action (e.g., controlling a smart device) or
retrieve information (e.g., obtaining user bank balance). Second, we
classify whether the command is sensitive or nonsensitive. These
two dimensions help to provide a more comprehensive view of the
voice assistant skills, and their susceptibility to the existing attacks.

Challenges. There are a number of key challenges to automat-
ically make sense of the functionality of VPA applications. First,
unlike smartphone applications whose binaries (or source code)
are available for analysis, voice applications are essentially web
programs that are hidden behind the cloud (e.g., Amazon/Google
cloud). As a result, we cannot characterize the voice applications
using traditional API analysis but need to design new tools to an-
alyze its natural language interface (or voice commands). Second,
the voice commands supported by VPA applications are typically
very short, which provides little information to run typical Nat-
ural Language Processing tools. As such, special considerations
are needed when designing the voice command classifiers. Third,
there are already a large number of VPA applications in the current
markets, and labeling their data requires expensive manual efforts.
We need to train our algorithms while reducing the manual efforts
for data labeling. Fourth, sensitivity of a function varies from person
to person.

System Design. To automatically analyze the voice commands,
we design two classification models. The first model seeks to charac-
terize the capability of the voice commands, and the second model
seeks to characterize the risk-level of the voice commands.



First, regarding the voice command’s capability, we train a model
to classify action injection commands that control smart devices and
services, information retrieval commands that retrieve information
from the application. For example, “Alexa, ask watch man to open
the red door” is an injection command, while “Alexa, ask Macys
where is my nearest store” is a retrieval command. Our model is
based on a deep neural network, more specifically a Convolutional
Neural Networks (CNN) for its good performance [29]. To overcome
the short length of each command, we append the skill category
information to provide contexts. In addition, we design an active
learning based workflow so that we can minimize manual labeling
efforts to train an accurate model. The ground-truth evaluation
shows that our model achieves an accuracy of 95%.

Second, regarding the voice command’s risk level, we build a
model to classify sensitive commands from non-sensitive ones. For
example, “Alexa, unlock my front door” is a sensitive command
while “Alexa, play Harry Potter Quiz” is not sensitive. We find that
sensitivity is much more difficult to classify given that the decision
is more subjective. In addition, machine learning results are usu-
ally difficult to interpret, which makes it difficult for post-analysis.
For these reasons, we design a key-word based approach instead.
We first apply automated keyword extraction to identify distin-
guishing keywords in sensitive commands that rarely appear in
non-sensitive ones. Then we use word-embedding to identify previ-
ously unseen keywords to improve the coverage. Later, we launch
an online survey with sensitive voice commands highlighting the
sensitive keywords to fine-tune our sensitive keyword set. This
model achieves an accuracy of 95.6% in finding the sensitive voice
commands.

Measurement Results. We apply our tools to analyze 31,413
Amazon Alexa skills and 3,148 Google Home skills (89,225 voice
commands in total). We identify 9,174 sensitive “action injection”
commands and 3,280 sensitive “information retrieval” commands.
We find these sensitive voice commands are contributed by a small
set of 2,330 skills (2,144 Amazon Alexa skills and 186 Google Home
skills), which only take 6.74% of all the available skills. 90.2% of these
sensitive commands are related to skills that are used to control
smart-home devices. Surprisingly, categories that are traditionally
perceived to be sensitive (e.g., “Health” and “Kid”) rarely have sensi-
tive voice commands and skills. Even the “Shopping” category only
contributed 80 sensitive commands across the two platforms. We
also find that the sensitive voice commands are highly concentrated
on a few key “actions”. The top 30 sensitive keywords effectively
cover 98.7% and 99.3% sensitive commands in Amazon Alexa and
Google Home respectively. Overall, the results show that despite
the large number of available skills (over 34,000), only a small por-
tion of skills are used for security and privacy sensitive tasks that
deserve further attention from researchers for security analysis.

Summary of Contributions. In this paper, we make the fol-
lowing contributions:

• First, we perform the first large-scale empirical measurement
on two dominating Voice Personal Assistant application mar-
kets, covering 34,000+ skills and 89,000+ voice commands.
• Second, our results provide new understandings of the capa-
bility and the risk-level of the third-party applications. We

identify a small set of high-risk applications (6.74%) that
contributed the vast majority sensitive voice commands.
• Third, we design and implement automated tools to classify
VPA skills and their voice commands2.
• Fourth, we perform a user survey with 400+ participants to
fine-tune our sensitive keyword list.

2 BACKGROUND
In this section, we first introduce the system model of VPA and
demonstrate how VPA communicates with the cloud and skill
servers. Then we introduce the background of active learning and
the rapid automatic keyword extraction method, techniques that
will be used to classify the capability and risk level of voice com-
mands in the later sections.

Voice Personal Assistant. Voice Personal Assistant (VPA) is
a software agent, which provides aids for individuals, like setting
calendar events, making reservations, controlling smart home de-
vices. Since Apple’s Siri pioneered intelligent voice assistant in
2011, a series of VPAs have emerged, including Amazon’s Alexa,
Microsoft’s Cortana, and Google Home.

1

User Amazon Echo Amazon Cloud

Skill Server

Smart Devices

Voice Command

6

2

5

4

3

Request

ResponseResponse

Operatio
n Status

Contro
l S

mart D
evice

Figure 1: System model of how Amazon Alexa process a voice command. ❶ User gives a
voice command to Amazon Echo device; ❷ Amazon Echo streams the voice command to
AmazonCloud for voice processing. AmazonCloudworkswith the third-party skill server
to comeupwith a response. The skill server can be either hosted directed inside ofAmazon
cloud or hosted independently. ❸ if the skill is designed to control a smart home device,
then the request is sent to the smart device.❹ after executing a command, the smart device
returns the operation status. ❺-❻ the response is passed along back to the user. Note that
if the skill is not designed to control a smart device, then there will be no step 3-4.

Most VPAs such as Amazon Alexa and Google Home use a cloud-
based model to host skills and interact with users. The workflow
is shown in Figure 1. After the user talks to the VPA device, the
voice command is first sent to the Amazon/Google Cloud. The
cloud needs to translate the natural language command into an
API call, and then sends the API call to the corresponding skill
servers. To develop a skill, third-party developers can either host
their skill server directly within the cloud, or they can run the server
independently. Regardless of which way the developers choose,
they typically rely on the cloud to parse and interpret the voice
command and route the API calls. The natural language process
system in the cloud is the main target (or weak link) to launch
attacks. We will introduce specific threat models in the next section.
Some of the skills are used to control other smart home devices. In
this case, either the Amazon/Google cloud or the skill server will
2We plan to open-source our tool and share the labeled datasets with the research
community.
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send the request to the smart devices to perform tasks or configure
the settings.

Some of the skills require the user to create an account (e.g.,
shopping services, banks, smart device services). Both Amazon
Alexa and Google Home use OAuth to link the user’s skill-specific
account to the user’s voice assistant device, so that users can interact
with the skill service through the VPA system. This mechanism
is called account linking. Many of the simple skills such as those
designed for games, quiz, and question-answering typically do not
require account linking.

Google Home and Amazon Alexa have different schemes for
showing voice commands in the introduction page. For each skill,
Google Home allows showing all the voice commands associated
with that particular skill in the introduction page. However, Amazon
Alexa only allows up to three voice commands to show in the
introduction page.

Active Learning. For most machine learning tasks, data la-
beling requires expensive manual efforts and can be very time-
consuming. Active learning is a method that can help to train an
accurate model with a small set of training data [49]. The idea
is to select data samples that contribute the most to the training
process and send them to human annotators to perform labeling.
In this way, significant manual efforts can be saved. The key step
of active learning is sample selection. There are different types of
query/sampling algorithms including uncertainty sampling [54],
query by committee [24] and pool-based sampling [36]. After data
labeling, the newly labeled data will be added to the training dataset
to retrain the machine learning model. The whole process repeats
until achieving convergence. In this work, we need to analyze tens
of thousands of voice commands from Amazon Alexa and Google
Home. Labeling all these commands is a seemingly impossible task.
Therefore, applying active learning by only labeling most informa-
tive commands to reduce human efforts.

Rapid Automatic Keyword Extraction (RAKE). keyword
extraction is a very basic step in text mining and natural language
process. RAKE is an algorithm to quickly and automatically extract
keywords from a document[44]. In English, keywords usually in-
clude one or more words, but barely contain punctuation or stop
words, such as “or”, “am”, “an”. RAKE algorithm first utilizes the
phase/word delimiter and stop word as a separator to divide the
document into candidate keywords. Then the significance of the
candidate keywords is measured by

keyword score = deд(w)/f req(w) (1)

where deg(w) is degree of word which defines how many times
the keyword w co-occurs with other words; freq(w) is the frequency
of word w. Finally, the candidate keywords with the top score are
selected as keywords. RAKE has been proved to be a computation-
ally efficient and accurate keyword extraction method. We will use
RAKE for keyword extraction in our model design.

3 PROBLEM SCENARIO
In this section, we present the threat model and our research ques-
tions regarding the attack surfaces of VPA systems.

Smart Lock

Server 

“Alexa, disarm 

August Lock”

(a) Hidden Voice Command Attack: Unauthorized user (e.g.,
high-frequency sounds), unauthorized members of the house
(e.g., kids), or even background conversations that accidentally
triggered unintended actions (e.g., unlock the door).

Alexa, open 

Paypal

“Paepal” 

Server 

(malicious)

“Paypal” 

Server 
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(b) Skill Squatting Attack: Attacker registering a malicious skill
whose name sounds like that of the “Paypal” skill. The cloud could
misinterpret the user voice command to invoke themalicious skill.

Figure 2:Two types of attacks against the VPA system.

3.1 Threat Model
Researchers show different proof-of-concept attacks that can exploit
the VPA ecosystem. For example, recent papers demonstrate that
remote attackers can send malicious voice commands to control
the devices stealthily. Some of the recent incidents [4, 8] prove the
existence of the potential vulnerabilities that exist in this ecosystem.
Attacker not even need to be present near the VPA to launch an
attack [55]. In addition, researchers also show that attackers can
create malicious skills whose names have similar pronunciations
with those of popular skills. In this way, users may invoke malicious
skills when calling popular skills [31, 60]. Despite the proof-of-
concept, it is not yet clear what consequences these attacks can
cause. The reason is that we do not have a good idea of what existing
skills are capable of doing, and how sensitive their tasks are. In this
paper, we focus on these two primary attack vectors, to measure
the capability and risk level of the voice commands and the skills.

Hidden Voice Command Attack. Remote attackers can send
malicious voice commands through compromised local speakers
(or embed the commands in TV commercials and videos) to trigger
the VPAs for malicious actions. By utilizing the feature that human
cannot hear the high-frequency sound, an attacker can trigger the
malicious voice commands without user’s notice [45, 58]. As illus-
trated in figure 2a using inaudible voice command, an attacker can
trigger malicious events in smart home devices such as unlock the
smart door lock. Moreover, an attacker can record sensitive informa-
tion (such as account balance, PIN code) if they also compromised
microphones [7] in the home.

Skill Squatting Attack. Attackers can also try to develop and
publish a malicious skill to collect sensitive user information. The
key idea of skill squatting is to register the skill with a name that
sounds similar to the target skill. As is shown in Figure 2b, the Cloud
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Skill Name Command Line Type

Newton Mail “Ask Newton who just mailed me” Retrieval
Ask My Buddy “Ask My Buddy to send help” Injection
Blink SmartHome “Show/stop the camera” Injection

“Show me the last activity from front door” Retrieval
Schlage Sense “Lock the door” Injection
Climax “Ask Climax Security to disarm” Injection
FordPass “Ask FordPass to start my car” Injection

“Tell FordPass to list all cars on the account” Retrieval
Table 1: Example skills and their sensitive voice commands.

may misinterpret the voice commands and invoke the malicious
skills instead of the legitimate skills since their names sound similar.
Then attackers can collect sensitive information (such as PIN code,
PII) as users think they are interacting with the legitimate Paypal
skill. With the collected information, the attacker can further make
a transaction in Paypal on behalf of the victim.

In our paper, we are focusing on these two attacks to measure
the potential security and privacy risks of third-party skills. The
VPAs are trusted in our threat model. While we focus on the voice
commands of third-party skills, the technique we developed is
generally applicable to the native system commands of VPAs too.

3.2 Analysis Goals
Given a skill and its voice commands, we seek to understand the
capability and risk-level of each voice commands. This helps us to
better understand the potential security and privacy consequences
caused by the above attacks.

Capability Measurement. Regarding the capability aspect,
we seek to understand if a given voice command is used to inject
actions, or retrieve information. On one hand, an action injection
command can be directly exploited by hidden voice attacks to insert
an action (e.g., unlocking doors, placing shopping orders) without
user knowledge. On the other hand, an information retrieval voice
command can be used for collecting sensitive information or return
users wrong information (e.g., fake news). For commands that get
information from the skill, the skill squatting attacker can pretend
to be a benign skill and give fake information. Since users are
interacting with the malicious skill (without knowing the skill
is the wrong one), they will trust the fake information from the
malicious skill. In addition, an attacker can launch the hidden voice
command attack to invoke a benign skill and send an information
retrieval command secretly to the VPA, for example, “what is my
PIN code?”, When the VPA reply with sensitive information, the
attacker can record the information by a compromised speaker.

Risk-Level Measurement. In the risk level measurement, we
seek to investigate whether the voice command involves risks.
Clearly, regardless of the capability (action injection or information
retrieval), certain voice commands do not carry real risks, especially
for game and quiz related skills. Our goal is to differentiate the sen-
sitive commands (e.g. unlock the front door) with the non-sensitive
ones (e.g. tell me some jokes).

3.3 Motivating Examples
Table 1 lists six example skills and their sensitive commands. For
example, Newton Mail is a skill that can send emails or read incom-
ing ones. This skill supports retrieval commands such as “Alexa,
ask Newton who just mailed me”, which reads the email for the
user, as well as injection commands such as “What do you want
me to do with this mail?” that allows user to delete, snooze, mark
as read, archive or mark as spam. An attacker can utilize the skill
to get user’s emails and delete users’ emails or sent fake emails.
Ask My Buddy is a skill in the Health category for emergency assis-
tance. The user can save emergency contact information through
this application. When there is a medical emergency, the user can
shout to Alexa by saying the injection command “Alexa, ask My
Buddy to send help” to call for help (e.g., notifying the emergency
contact to check on the user). If the skill is attacked, it will not
send out an alert when the user asks for help. Blink and Climax
are home security skills that control the front door cameras and
alarms. For example, the user can change the home security mode
by saying an injection command “Alexa, ask Blink to arm/disarm
my home system”, and check the camera feeds by a retrieval com-
mand “Alexa, show me the last activity from the front door”. The
underlying danger is that the security mode can be changed by
attackers and it might release the user’s recorded video informa-
tion. Schlage Sense controls the smart locks on the doors. The
user can use this skill to lock/unlock the door using the injection
command “Alexa, lock/unlock the front door” and check the door
status by saying the retrieval command “Alexa, is the front door
locked?”. The possible threat is that this skill gives incorrect door
status to the user, leaving the user’s home in a dangerous situation.
FordPass is still a skill to control network connected cars, user
can control the car by injection commands “Alexa, ask FordPass
to start/stop my car”, and obtain vehicle information by retrieval
commands “Alexa, ask FordPass is my tire pressure low”. Our goal
is to identify and characterize these sensitive voice commands that
are likely subject to attacks. More examples on sensitive and non-
sensitive voice commands are listed in https://drive.google.com/file/
d/1gsGgSSyPleg4GIBQxm22rWccYc8bw6uY/view?usp=sharing.

4 SYSTEM OVERVIEW
In this section, we present a high-level description of our system to
analyze the voice commands of VPA applications. Our system con-
tains two separated models. The first model seeks to classify a given
voice command based on its capability to determine whether it is
used to inject an action (injection) or retrieve information (retrieval).
Our high-level method is to manually label a ground-truth dataset
that contains both types of commands, and use it to train a deep
neural network for classification. In this process, we apply active
learning to improve the efficiency of training using a small set of
training data. The active learning module finds new samples to send
them to human annotators for labeling. Over multiple iterations,
the newly labeled data will improve the model’s accuracy without
requiring a large training dataset.

The second model is to assess the risk level of the given voice
command by classifying it as either sensitive or non-sensitive. We
have tried to transfer the knowledge of the first model for this task,
which was unsuccessful (i.e., accuracy below 70%). The primary

4

https://drive.google.com/file/d/1gsGgSSyPleg4GIBQxm22rWccYc8bw6uY/view?usp=sharing
https://drive.google.com/file/d/1gsGgSSyPleg4GIBQxm22rWccYc8bw6uY/view?usp=sharing


reason is that the sensitivity analysis is more subjective and highly
dependent on contexts (while the capability can be more easily
inferred from the action related keywords). As such, we develop
a keyword-based approach to classify sensitive voice commands.
The additional benefit of keyword-based method is that the results
are “explanable” (i.e., we can interpret why a voice command is
identified as sensitive based on the matched keywords). In the
following sections, we describe these two models in details.

5 EXPERIMENT DESIGN
In the following section, we will describe the details of our tool and
the experiment design, from data collection, labeling, processing,
to analysis methodology.

5.1 Data Collection.
We build our dataset by collecting information of skills from the
Alexa skill store [2] and the Google Assistant action store [12].
Faysal: hang can you write about the specific approach that you took
while collecting uk store.

We crawl all the available voice applications and analyze the
voice commands associate with them. We have two goals here. First,
we want to collect context information for each skill including the
voice commands used to interact with the skill, and if they have
account linking options. Second, the dataset is useful for our later
measurement analysis.

We build two crawlers to collect skill information from the Alexa
store and the Google Assistant store in U.S. during May 2019. In
order to reach the introduction page of each skill, we need the ID
of a skill to construct the URL defined by skill stores. However,
there is not any skill ID list available in public, so we use a breadth-
first search method to collect all accessible skill IDs. We start from
the home page of both stores, visit every link hosted in the store
domain and collect skill IDs during the search. After the search,
we use every skill ID to get the introduction page of the skill. The
introduction page contains the skill name, developer information,
users reviews, category information, up to three recommended
voice commands for an Alexa skill and all the recommended voice
commands for a Google Assistant action, if the skill has account
linking options, and the skill’s term of use and privacy policies.

Due to the limit of the total number of voice commands to
be shown in the introduction page (three for Alexa [], xxx for
Google []), Faysal: @hang can you fill the references here and also
the placeholder developers include additional commands in the de-
scription of the voice applications. Using our parser, we are able
to identify the voice commands hidden inside the description. For
extracting voice commands from Amazon Alexa store, we followed
the following approach-

(1) Divide the sentences inside a description into different chunks
based on linebreak, newline, and double-quote (“”).

(2) Format the text by converting to lowercase, converting uni-
code object to ASCII string, removing special characters.

(3) If a formatted text starts with a special keyword ( i.e. “alexa,”
for Alexa & “google,” for Google), then we will mark that
text chunk as a voice command.

Using this methodology, we were able to get 26,292 and 978 new
voice commands from the Alexa skill’s description, and Google
action’s description, respectively.

In total, we collected 31,413 Alexa skills from 23 categories and
3,148 Google Assistant actions from 18 categories. The total number
of voice commands is 80,129 for Alexa skills and 9,096 for Google
skills. Out of the collected data, we identified 14,409 voice com-
mands from 2,782 Alexa skills that require account linking, and
1,246 voice commands from 246 Google skills that require account
linking. The account linking skills spread over all the categories
for Alexa and all categories but “News” for Google. By referencing
news reports [5, 47], we believe our datasets are rather complete.

5.2 Data Labelling.
Before labeling the voice commands, we first analyze the format
of the voice commands. According to the developer documenta-
tion of Amazon Alexa [17] and Google Home [1], skill command
may follow the following general pattern: (wake word i.e. Alexa)
+ start/ open/ launch/ ask/ begin/ load/ tell/ talk to/ search/ use
invocation_name + (rest part of the command). While labeling these
type of commands, we only consider the last part of the commands
because the last part of a command reflects user request [10].

We label and train our model with voice commands from Ama-
zon Alexa. Then, we evaluate our model using Alexa data. Since
voice applications and their commands from Amazon Alexa and
Google Home share the similar format and structure, we use trans-
fer learning approach to transfer the knowledge that we gather
from the labeled Alexa data to analyse the capability and risk level
on the Google data.

For training the capability analysis model, we randomly select
862 Amazon Alexa skills covering all 23 categories and label the
1,810 voice commands for whether it indicates action injection or
information retrieval. For the risk level analysis, out of 862 skills we
randomly select 721 skills to label the 1,652 voice commands into
two class - sensitive and non-sensitive. To validate the capability
analysis model, from Alexa we randomly select 247 skills, and label
475 voice commands of the skills. To validate the sensitivity analysis
model, we select 99 skills and label 275 voice commands.

For evaluating the performance of the model on Google data, we
randomly select 87 applications from Google which contain 200
voice commands and label those voice commands as action injection
and information retrieval based on the functionality. In order to
validate the performance of sensitivity analysis, we again randomly
select 83 applications which contain 200 voice commands. We label
those data as sensitive and non-sensitive based on the contextual
information.

We have three people to label the voice commands. Each of
them independently labels the two categories (action injection or
information retrieval, sensitive or non-sensitive) of the voice com-
mands. When the annotators do not agree with the labels, we use
the majority vote to resolve the conflicts. For the labels whether the
command is action injection or information retrieval, we have very
consistent labels (agreement rate = 97.33%, kappa = 0.903). For the
labels about the sensitivity, the annotators have more differences
in the labels because the sensitivity is subjective (agreement rate =
94.46%, kappa = 0.93) [23].
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5.3 Data Pre-processing.
Before running the experiments, we process the data to get useful
insights and prepare for the experiments on the dataset [9]. Based
on our analysis, we pre-process data in the following ways.

• Remove voice command used for enabling skill from
consideration. Voice applications from Amazon Alexa and
Google Home include voice commands that are just used
to enable corresponding application, but not trigger any
action. For example, in the Alexa skill website, there are
29,784 voice commands which are just used for invoking
corresponding skills (e.g., open Amex, start Song Quiz). These
voice commands do not trigger any real action, therefore,
they do not create security and privacy risks directly. As a
result, we exclude such voice commands. We remove 29,784
voice commands for Alexa, and 2,949 voice commands for
Google Home.
• Extract action from voice command. Action of a voice
command refers to user request. According to the developer
guide [15, 17], voice commands must follow the general
patterns which is originally proposed by manufacturer (i.e.
Amazon, Google) including-

(1) <action> <connecting word> <invocation name>
(2) Ask <invocation name> <connecting word> <action>
(3) Ask <invocation name> < action>
(4) Ask <invocation name> <question beginning with a sup-

ported question word such as ’what’, ’how’, etc.>
By following the above-mentioned rules, we were able to ex-
tract action from voice commands. Such as, “AskMastermind
to text Kelly Miller”; here, ‘Mastermind’ is the invocation
name, and after the connecting word (i.e. to), we can find
the action part (i.e. text Kelly Miller).
• Data Structure Management. Our data structure manage-
ment step includes, removing punctuation, converting all
the characters to lower case, and numeric value to the corre-
sponding alphabetic value (e.g. 1 to one, 2 to two). We also
replaced all the invocation name with a general name (such
as- “ask mastermind to text Kelly Miller” to “ask invk_name
to text Kelly Miller)”. As a result, our model will be able to
focus only on the real characteristics of a voice command.
• Adding category name.We observe similar characteristics
among the voice commands under the same category. That
gives us the intuition to include category information while
processing the voice commands.
• Duplication of a single word. In our capability analysis
model, we use word2vec [41] for building the embedding
layer. In our dataset, we find voice commands that contain
only a single word (for example, weather, repeat etc.). As a
result, the corresponding sparse vector will not be useful.
Therefore, we duplicate the occurrences of those words in
the voice command (e.g., weather to weather weather, repeat
to repeat repeat etc.) to make the vector more dense.
• Remove redundancy in the dataset.We remove the mul-
tiple occurrences of the same voice commands, for example-
CNN Flash Briefing, ABC News Update and Fox News- these
three skills have the same voice command which is “what’s
in the news?” and “what’s my flash briefing”. We exclude
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Figure 3: System architecture of our proposed active learning model for finding action
injection and information retrieval voice commands. Our active learning model includes
iterative rounds, where each round follows the following steps until stopping criteria is
reached- (1) Train our CNNModel using labeled data, (2) Check the accuracy of the current
model; whether the stopping criteria is achieved or not, if it achieves then stop the iterative
process, and report the accuracy; (3) if stopping criteria is not achieved, then compute the
uncertainty of unlabeled data using the current model, (4) Select top 100 most uncertain
data among the unlabeled data pool, (5) Remove those top 100 samples from unlabeled
data pool, (6) Label those top 100 data by human, (7) Add the newly labeled data to the
current labeled data.

the redundant data, otherwise our model would be biased
to those commands. Note that, after processing each voice
command by following the aforementioned process, we find
that several voice commands which were not identical to
each other previously becomes identical. For example, the
following two voice commands - “ask Doctor Who Facts for
a fact” and “ask Unofficial Stargate Facts for a fact” become
the same after replacing invocation name with a common
invocation name (i.e. invk_name). We also removed those
duplicate data to maintain the integrity of the dataset. We
remove 1,141 duplicate voice commands for Alexa and 296
duplicate voice commands for Google Home.

5.4 Experiment 1. Capability Analysis Model
For classifying action injection and information retrieval voice com-
mand, we apply active learning approach to achieve our targeted
accuracy with a limited number of labeled data. Usually, researchers
also use transfer learning for limited labeled data [25, 42, 43, 56],
but in our case active learning turns out to be a better solution
because we were not able to find a relevant source domain from
where we can transfer the knowledge to our targeted domain.

We use Convolutional Neural Network (CNN) for building the
core machine learning model in our active learning approach. Ap-
plying CNN to natural language processing, especially text clas-
sification has been proven effective compared to the other DNN
models [29, 34]. The complete architecture our model is illustrated
in Figure-3. We build our embedding layer from word2vec [41]
model using 80,129 voice commands. Our model classifies the out-
come of the inputted voice command using a softmax dense layer,
predicting whether it belongs to the action injection or the infor-
mation retrieval class.
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Algorithm 1 Retraining-based Active Learning algorithm for Ca-
pability Analysis Model
1: Input: Labeled data set L, unlabeled data setU, validation set,
V

2: Output: Trained Model,MR and Model’s Accuracy, A
3: procedure TrainCapabilityAnalysisModel
4: Train the classifier on L
5: R ← initialize to zero
6: repeat
7: R ← R + 1
8: for each instance, xi ∈ U, yi ∈ C = {0, 1} do
9: calculate the uncertainty value, PL(yi |xi ) accord-

ing to the equation 2
10: end for
11: Choose uncertainty set, {x∗j }

100
j=1 according to the equa-

tion 3
12: Construct newly labelled set, {x∗j ,y

∗
j }

100
j=1 (labelling

{x∗j }
100
j=1 by human)

13: L ← L ∪ {x∗j ,y
∗
j }

100
j=1

14: U ←U \ {x∗j }
100
j=1

15: Re-train the model on L
16: Compute accuracy, A of the current model,MR onV
17: until A > 95%
18: Return Trained Model,MR and Model’s Accuracy, A
19: end procedure

Let us illustrate some preliminaries and notations of our active
learning algorithm (stated in Algorithm 1). Let, L = {xi ,yi }mi=1
denotes the training dataset which contains m numbers of labeled
instances whereas U = {xi }ni=m+1 indicates the set of unlabeled
instances. Here, xi ∈ Rd is a d-dimensional feature vector and
the class label, yi ∈ C = {0, 1}, where 0 denotes action injection
class, 1 denotes information retrieval class. We select achieving a
targeted accuracy as a stopping criterion for our active learning
process [33, 61]. For each round R, we calculate the uncertainty
value of instances from the unlabeled dataset as mentioned in Line 8-
Line 10 of Algorithm 1. We compute this uncertainty value, PL for
each instance based on Equation 2. We then select those instances
for which the model is mostly uncertain and label these instances
manually. After that, we feed the newly labeled data to start the
next round of model training.

PL(yi |xi ) = |p(y1 |xi ) − p(y2 |xi )|; (y1,y2 ∈ C) (2)

Here, p denotes the probability of an instance being in one class.
At each round, we select 100 most uncertain data and give to the
oracle for labeling.

{x∗}R = arдmin
100
(PL(yi |xi )) (3)

After that, we remove {x∗}R fromU and label {x∗}R by human
to get {x∗,y∗}R . And thus, we get L ← L ∪ {x∗,y∗}R . We keep
iterating this process until we reach our targeted accuracy. We
compute our model’s performance on a fixed validation data,V =
{x j ,yj }

475
j=1 . We stop this data augmentation process as soon as our
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(a) First Phase: Sensitive keyword extraction from labeled sen-
sitive and non-sensitive voice commands using RAKE (Rapid
Automatic Keyword Extraction), and aggregate those keywords
with manually labeled sensitive keywords.
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(b) Second Phase: Enlarging sensitive keyword set by finding
similar sensitive keywords in unlabeled voice commands using
word2vec.

Figure 4:SystemArchitecture for the keyword-based approach of find-
ing sensitive and non-sensitive voice commands.

model reach our expected performance. Algorithm 1 demonstrates
our full algorithm for active learning approach.

5.5 Experiment 2. Risk-level Analysis Model
For classifying voice commands into sensitive class S and non-
sensitive class N , we follow the keyword-based approach. Since
sensitivity is a subjective concept, it might be challenging to train
models for this classification task. We observe that it is intuitive to
estimate the sensitivity of voice commands when certain keywords
present. With this observation, we design the keyword-based so-
lution to identify sensitive voice commands. Figure 4 illustrates
our complete keyword-based search technique. We can divide our
whole keyword-based search technique into two different phases-
(1) Sensitive keywords extraction and (2) Sensitive keyword set
enlargement. The first phase is used for extracting sensitive key-
word set from voice commands while the second phase is used for
increasing that sensitive keyword set.

(1) Sensitive Keyword Extraction. While labeling the sensi-
tive voice commands, annotator marked certain keywords as
sensitive ones. And thus, we have three sensitive keyword
sets, denoted as A1, A2, A3. We aggregate all the sensitive
keywords listed by the human. And thus, we have the initial
keyword set, KI = A1 ∩A2 ∩A3. We use RAKE (Rapid Auto-
matic Keyword Extraction) [44] for extracting sensitive key-
words, RS and non-sensitive keywords, RN from sensitive
voice commands, S and non-sensitive voice commands, N
respectively as illustrated in Figure 4a. We only consider the
keywords that are unique to the sensitive set. And thus, we
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compute unique sensitive keywords, R′ = RS −RN . However,
in the automatic keyword extraction technique, we always
face a problem of selecting non-representative keywords.
Similarly, we also have lots of keywords in R′ which do not
represent sensitive characteristics. Therefore, we check all
the keywords listed in R′ manually and remove the noisy
keywords, R′′. After removing noisy keywords our keyword
list becomesK1 = R′−R′′. Finally, we get the initial sensitive
keyword set with the help of human annotator and RAKE
algorithm. Now, it contains 71 unique sensitive keywords.

(2) Sensitive keyword set enlargement. To reduce the proba-
bility of missing sensitive keywords, we enlarge the keyword
set with the help of word2vec [41]. we use all the unlabeled
voice commands for building the word2vec model which
help us to include 38 new sensitive keywords in our key-
word set. Figure 4b illustrates our second phase of finding
sensitive keywords using word2vec model. For this, we train
a word2vec model with 80,129 voice commands crawled from
the Amazon website where data processing are done as men-
tioned in Section 5.3. We find the similar keyword set using
our current sensitive keyword set, K1, and thus we get our
enlarged keyword set, K2 which contains 38 sensitive key-
words. As a result, the size of our total keywords become
106.
With those 106 sensitive keywords, we launch an online
survey as mentioned in Section 6 to get a fine-tuned key-
word set. Details about the survey procedure and resuls are
illustrated in Section 6. After the survey we get our final
keyword set which contains 57 sensitive keywords.

When running the sensitivity analysis, we observe that the analysis
accuracy will increase significantly if we focus on the keywords
generated from the skills that have account linking options. The
intuition behinds this is as follows:
• The skills without account linking cannot control devices or
services, such as the smart lock, autonomous car etc. There-
fore, these skills will not have sensitive action injection com-
mands.
• The skills without account linking are less likely to retrieve
sensitive information.

For example, we looked into the categories that are less likely to
collect sensitive information, such as- Music & Audio, Novelty &
humor, Games, Trivia & Access., News, Movies & TV, Education &
Reference, Weather. We found that 98.97% of skills (16,997 out of
17,174 skills) from Amazon Alexa and 98.7% of skills (1,405 out of
1,423 skills) from Google Home in these less sensitive categories
do not ask to link third party account. To summarize, the skills
without account linking will have no sensitive action injection com-
mands, and very less likely to have sensitive information retrieval
commands.

As a result, we focus on the keywords generated from the skills
with account linking options. Our model might have false negative
cases for two reasons. First, sensitive voice commands containing
certain keywords which are not present in our keyword set. Second,
in particular, the keywords we get might not be representative of
skills without account linking. However, based on the evaluation
of the 275 validation dataset, the false negative rate is only 1.09%.

Also, we manually analyze 270 additional voice commands from
randomly selected 100 different skills without account linking, we
find only four sensitive voice commands (false negative rate is
1.48%).

5.6 Sanity check for undocumented voice
commands

In this section, we conduct an extra step to uncover undocumented
voice commands supported by skills. We suspect that malicious
developers may hide sensitive voice commands from the user by
not mentioning such voice commands in introduction page. In the
future, by triggering those command using hidden voice command
attack (as mentioned in Figure 2a), the attacker can steal user in-
formation or execute sensitive operations. We collect the data of
voice commands from the introduction page of each skill. However,
Amazon Alexa only allows each skill to show up to three sample
commands in the introduction page. Because of this limitation, skills
that support more than three commands can only teach users to use
all supported commands when interacting with users. More specif-
ically, skills usually provide detailed instructions in the welcome
message when opened. We call those commands that are omitted
from the introduction page “undocumented” commands. As a result
of this limitation, we will miss undocumented commands if we only
focus on commands on the introduction pages. For example, certain
skills may support a sensitive command but do not show it on their
introduction pages. To overcome this limitation, we need a tool to
interact with skills to uncover undocumented voice commands.

5.6.1 Tool for interacting with skill. To interact with a large number
of third-party skills, We need an automatic tool.

Challenges. An intuitive method is to use a speaker to play
all commands to a physical Alexa device and use a microphone
to record audio responses from the Alexa device. However, this
method has severe drawbacks. First, it requires a quiet room for
better recognition of commands. Second, it’s sensitive to the physi-
cal environment. A slight change in the set up may lead to different
responses. Third, it’s slow to finish one simple command. Alexa
device needs to wait for the speaker to finish, then waits for Ama-
zon Alexa cloud for the response and finally play the response for
recording. A better-automated testing tool is needed for the large
scale of skill testing.

Virtual Alexa Client. Following, we introduce our lightweight
testing tool that doesn’t require any physical set up. The testing tool
has two modules: a virtual Alexa client module (which works same
as real Alexa device) and a speech-to-text module. Alexa developer
website provides a testing interface to help developers to test their
skills with text input. This interface can also be used to interact
with all other skills on the market. Our virtual Alexa client utilizes
this feature to test skills with text input instead of voice input.
After receiving the input, the virtual client will return a series of
responses. While most of the responses are in text format, part of
the responses are in audio format. For the convenience of analysis,
we need a speech-to-text module to transcript audio responses. We
used the Azure speech-to-text service to transcribe responses in
audio format.
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5.6.2 Seed sensitive command for testing. Next, with the automated
interaction tool, we test if skills support sensitive commands even
if they don’t mention them in the introduction.

Categories and Commands. For doing sanity check, we use
our keyword-based model to extract sensitive voice commands
of Amazon Alexa. Unfortunately, 1,921 number of skills require
account linking of third-party server, and 1,055 of them are from
smart home category. As a result, we are unable to do the sanity
check in this critical category due to the lackings of legitimate
information.Considering the account linking option (as discussed
in Section 5.2), we select top 154 sensitive voice commands (based
on the number of occurrences) from the following categories- shop-
ping, communication, productivity, business & finance, and health
as they have more sensitive voice commands than other categories.
From each of those category, we have total 4,208 different skills
(shopping-144, communication-180, productivity-1,520, business &
finance-1,237, and health-1,127) available in all of those categories.
We randomly choose 50 skills out of 4,208 skill set, and investigate
potential undocumented voice commands from this list. We run
our experiment by taking each of the voice command from each
category, and test it with all the skills available in that category.

Interact with Skills. After choosing sensitive commands for
each category, we start to interact with skills and ask skills to
conduct sensitive commands. For each skill and each sensitive com-
mand, our interaction tool follows 4 steps. (❶) Open the skill and
wait for the welcome message. (❷) Feed the sensitive command
and wait for the response. (❸) Record the welcome message and
the response. (❹) Quit the skill and clean the session.

6 SURVEY
As sensitiveness is subjective, we launch an online survey to under-
stand how people feel about the keywords that are selected by our
tool. Note that the online survey is approved by IRB (Institutional
Review Board).

6.1 Survey Design
From the survey, we collect three different categories of information:
how often users’ use VPA, users’ opinion on the sensitive keywords,
and users’ demographic information.

In total, our sensitive list contains 106 keywords. Enlisting this
large set of keywords in the survey might introduce boredom to
the participants. That’s why we have divided our keyword list into
two subsets before running the survey. First, to find out whether
users’ use voice assistant or not, we began with simple questions;
e.g. do users’ ever use any voice personal assistant (such as- Google
home, Amazon Alexa) or, do they use voice assistants in their mo-
bile devices (i.e. SIRI in Apple, Cortana in Windows Phone, Google
Assistant in Android Device), and also how long they have been
using it. Then, we show them a list of voice commands and high-
lights the functional keywords inside a voice command. For ex-
ample, for the following voice command- ‘Alexa, tell FordPass to
unlock my car with “PIN” 1234.’, we highlighted “PIN” keyword
here. Next, we ask users’ to classify them into different category of
sensitiveness including - not sensitive, less sensitive, neutral, sensi-
tive, and most sensitive. We also include “other” option for each of

the voice commandwhere user can list different functional keyword
if she feels the highlighted one does not represent the functionality
of the voice command. Finally, we collect users’ demographic in-
formation, such as- age, gender, education level, and occupation.
We have uploaded our survey questions in the following links-
(1) Part-1: https://drive.google.com/file/d/1BYmwZAAI6f6lrNVM-
hKcmm2NFiNGOJp5/view?usp=sharing, and (2) Part-2: https://drive.
google.com/file/d/18JOvh88e9bMqzafiir_nUR8HZVR2mBBd/view?
usp=sharing

6.2 Survey Results and Analysis
In our survey, we have also included attention checker question.
We considered only those participant’s responses where they gave
the correct response to the attention checker question. From the
survey, we collected a total of 404 valid responses (199 for part-I
and 205 for part-II). In the following, we focus on understanding
users’ response to our sensitive keyword list.

Participants can classify a keyword into five different scales. We
considered not sensitive, less sensitive and neutral as non-sensitive
vote, whereas sensitive and most sensitive are counted as sensitive
vote. Figure 5 shows the total number of votes for each of the five
classes collected from 404 participants. According to Equation 4,
we conclude whether a keyword belongs to sensitive class or non-
sensitive class.

φ(x) =


1 if (#most sens. + #sens.) >

(#not sens. + #less sens. + #neutral),
0 otherwise

(4)

If φ(x) equal to one for a particular keyword, then it is con-
sidered as a sensitive keyword, otherwise that is categorized as
non-sensitive keyword. By taking the majority vote for a keyword,
the size of our final keyword list became 57. We have attached all
the keywords in https://drive.google.com/file/d/1A9wkLxQLMgz-
kY3lbf5B1lQZMUMbB0Q8/view?usp=sharing. Faysal: what will
be the take away from Figure 6

7 MEASUREMENTS AND EVALUATIONS
With the technology described in the last section, we identify 3,430
vulnerable voice commands fromAmazon Alexa and 620 vulnerable
voice commands from Google Home. We also evaluate the perfor-
mance of our method and find it effective for both the capability
analysis and sensitivity analysis. For the capability analysis, the
accuracy is 95.16%, recall is 98.04%, precision is 94.68%, F1 score is
96.33%. For the sensitivity analysis, the accuracy is 95.64%, recall is
88.16%, precision is 95.71% and F1 score is 91.78%.

In the following, we will show the details of our measurement
results and evaluation results.

7.1 Capability Analysis Model
To identify the capabilities of voice commands, we used active
learning for classifying the voice commands into action injectable
and information retrieval class. We achieved an accuracy of 95% by
following this approach.

As described in Section 5.2, initially, we have three people la-
beled 2,285 voice commands independently for action injection and
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Figure 6: Cumulative distribution of sensitive vote for 106 keywords

Action Injection Information Retrieval Total

647 (28.32%) 1,638 (71.68%) 2,285
Table 2: Ground-truth data for Action Injection and Information Retrieval voice com-
mands of Amazon Alexa.

information retrieval. A complete overview of the labeled data is
shown in Table 2. From the labeled data, we randomly selected 247
skills (include 475 voice commands) as the validation dataset, and
use the rest of the 862 skills (1,810 voice commands) to train the
initial model for the active learning process. In our training dataset,
we have 501 voice commands in the action injection class, and 1,309
voice commands in the information retrieval class. Note that we
fixed this validation set and for each iteration of the active learning

process to evaluated our model’s performance on this data, and the
validation set never overlap with any of the training data.

The key idea of using active learning approach is to find out the
most effective data from the unlabeled dataset so that it saves our
cost of labeling the data. We first train an initial model with the
pre-labeled training data (1,810 voice commands from 862 skills).
Then in each iteration, we use the current model to classify the
unlabeled data and identify top 100 uncertain pieces of data based
on the classification confidence. In the process, we use margin
sampling to select the data for labeling. Then we send the 100
voice commands for the three people to label again. After getting
the human labels, we aggregate the newly labeled data with our
previous labeled data to train a newmodel. Since the active learning
is an interactive process, we need to decide when to stop the process.
Some of the popular techniques for deciding the optimal point of
active learning stopping criteria is - achieving targeted accuracy,
number of total iterations, gradient-based stopping, confidence-
based stopping, performance degrading point, achieving stable
performance etc. [33, 61]. We set the target accuracy as 95% along
with a higher precision and recall value. We reach our optimal point
at iteration 10. And thus, we stop our active learning procedure
at that point. Finally, we get our improved model,M which has
the accuracy of 95.16% (precision is 94.68%, recall is 98.04%, and F1
score is 96.33%) over the validation data.

To investigate if our model is biased towards this validation
set, we extend our experiments to run more evaluations. We ran-
domly pick 9,000 skills (25,520 voice commands) from our unlabeled
dataset. We divide those data (voice commands) into 20 different
chunks and each chunk contained 1,276 data (such as chunk 1: 1-
1,276 , chunk 2: 1,277-2,552 , ..., chunk 20: 24,245-25,520), and from
each chunk, we again select 100 random data. Then, we made a
prediction with our model,M over those chunked data. We ran-
domly pick three different chunks and asked the human to verify
the model, M performance. We take the average of the human
prediction for different chunks and found that our model’s accu-
racy over those data was 94.65% which is close to the validation
accuracy.

We compare our model’s performance with different baseline
approaches. In Figure 7, we present four different baseline models’
performances along with our active learning usingmargin sampling
technique. We provide more details for the baseline approaches.
First, Base RNN: we used RNN structure for building the machine
learning model and calculate the performance of the model over the
validation dataset. The RNN model’s accuracy is 88.52%, precision
is 88.42%, recall is 88.06%, and the F1 score is 88.07%. Second, Base
CNN: as CNN network works best for text classification [29, 34],
we also CNN model for building a baseline classifier. Our CNN
model’s performance is better than the RNN model (accuracy is
90.2%, precision is 89.1%, recall is 91.2%, F1 score is 89.9%. Third,
CNN + Data Clean: for getting useful insight from the data, we
apply data pre-processing as mentioned in Section 5.3. After data
pre-processing, the CNN model’s accuracy becomes 90.1, precision
turns to 90.7%, recall is 94.8% and F1 score is 92.7%. Fourth, we
use the active learning approach for improving the model’s perfor-
mance. We use the entropy metric for selecting unlabeled data to
be labeled in each round. This baseline reaches 94.31% for accuracy,
94.07% for precision, 97.35% for recall and 95.65% for F1 score. Our
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Figure 7: We compare our active learning using margin sampling model’s performance
with four different baseline approaches including-(1) Base RNN; where we use RNN net-
work structure for building themachine learningmodel, (2) Base CNN; where we use CNN
network structure, (3) CNN + data clean; where before training the model, we process the
input data as demonstrated in Section 5.3, (4) CNN + ActiveL (Entropy); where we use en-
tropy metric to select unlabeled data to be labeled in each round of active learning ap-
proach, (5) CNN + ActiveL (Margin); where we select most uncertain unlabeled data to be
labeled in each round of active learning approach. (sorted based on F1-score)

Method ACC PRC Recall F1

Base RNN 88.52% 88.42% 88.06% 88.07%
Base CNN 90.2% 89.1% 91.2% 89.9%
CNN+Data Clean 90.1% 90.7% 94.8% 92.7%
CNN+ActiveL (Entropy) 94.31% 94.07% 97.35% 95.65%
CNN+ActiveL (Margin) 95.16% 94.68% 98.04% 96.33%

Table 3: Detailed performance (Accuracy, Precision, Recall, F1-Score) comparison of our
active learning model using margin sampling with four different baseline approaches.

Sensitive Non-Sensitive Total

515 (26.72%) 1,412 (73.27%) 1,927
Table 4: Ground-truth data for Sensitive and Non-sensitive voice commands of Amazon
Alexa.

final model’s (which is active learning using margin sampling) per-
formance outperforms all the four baselines (accuracy is 95.16%,
precision is 94.68%, recall is 98.04%, and F1 score is 96.33%).

We evaluate our model’s performance on Google data also. To
validate the performance, we label 200 voice commands from 87
voice applications (49 are action injection, 151 are information re-
trieval) fromGoogle. Ourmodel achieves 95.99%Accuracy (whereas,
99.32% Precision, 95.38% Recall, and 97.31% F1 score) while running
capability analysis on Google data.

7.2 Risk level Analysis Model
For investigating the sensitiveness of the voice command, we clas-
sify all the voice commands using the keyword-based approach.
The existence of a sensitive keyword in a particular voice command
indicates it as a sensitive voice command. Based on our keyword-
based strategy, we can classify sensitive and non-sensitive voice
command with an accuracy of 95.6%.

We select sensitive keywords based on the technique described
in Section 5.5. For this experiment, we have 1,927 labeled data (247

THR ACC PRC Recall F1

0.60 92.00% 82.14% 90.79% 86.25%
0.65 93.45% 88.16% 88.16% 88.16%
0.70 95.27% 94.37% 88.16% 91.16%
0.75 95.27% 94.37% 88.16% 91.16%
0.80 95.64% 95.71% 88.16% 91.78%
0.85 95.64% 95.71% 88.16% 91.78%
0.90 95.64% 95.71% 88.16% 91.78%
0.95 95.64% 95.71% 88.16% 91.78%

Table 5: Detailed performance (including Accuracy, Precision, Recall, F1-Score) compar-
ison of our keyword-based model using different word similarity threshold value. Our
model performs the best when threshold value reaches to 0.80.

skills) from different categories as illustrated in Table 4. Among
them, we randomly select 1,652 data (sensitive data: 508, non-
sensitive data: 1,144) for building the sensitive keyword set. And the
rest of the data (i.e. 275 voice commands from 99 skill) are chosen
for evaluating our approach. This validation set have never been
considered while building the keyword list.

Performance of our keyword-based approach depends on cor-
rectly identifying the sensitive keyword set. One of the major parts
of our keyword-based approach is enlarging the sensitive keyword
set using word2vec model. When we are selecting similar sensitive
keywords, we set the similarity value to 0.8. There is two intuition
behind setting this value. First, we run our experiment with the
different cosine similarity values between word vectors ranging
from 0.5 to .95 for enriching keyword set. We investigate the per-
formance by varying different threshold as listed in Table 5. Based
on that analysis, we figure out we the model performs better than
other cases when cosine similarity is equal to 0.8. Secondly, we
further manually analyze the words when the cosine similarity
is equal to 0.8. We look into the keyword-similar keyword pairs
such as (arm, disarm), (arm, activate), (increase, decrease), (dim,
brighten). In a single tuple, the first word is the source word and
the second one is a similar word found by the word2vec model, e.g.,
disarm the alarm, activate the climate control, brighten living room.
We can observe that the presence of such keywords represents the
characteristics of sensitive voice command. However, if we lower
the threshold and set it to 0.75, it would give us similar keyword
pairs such as (decrease, seventy-five), (dim, percent). It’s clear that
such similar keywords no longer represent sensitive characteristics.
As a result, using this keyword building approach, we are able to
get an accuracy of 95.6%, precision of 95.71%, recall of 88.16% and
F1 score of 91.78% over the validation dataset.

We calculate our model’s performance on Google data also. To
evaluate the performance, we label 200 voice commands from 83 ap-
plications (57 are sensitive, 143 are non-sensitive) from Google. Our
keyword-based model achieves 96.5% Accuracy (whereas, 93.44%
Precision, 95% Recall, and 94.21% F1 score) while running risk level
analysis on Google data.

Chi-Square Test. We also run a chi-square test for finding the
association between keywords and sensitiveness. Our null hypoth-
esis and alternative hypothesis are as follows:-
Null Hypothesis: There is no association between the keywords
with sensitiveness.
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VPA Sensitive Non-Sensitive Total

Inject. Retriv. Inject. Retriv.
Alexa US 2019 8,503 2,939 20,559 48,128 80,129
Alexa UK 2019 3,397 757 13,538 34,230 51,922
Alexa US 2018 6,126 1,180 17,695 41,147 66,148
Google 2019 671 341 3,018 5,066 9,096
Google 2018 566 135 1,327 2,520 4,548

Table 6: Overview of the total number of action injection-sensitive, action injection-non
sensitive, information retrieval-sensitive, information retrieval-non sensitive voice com-
mands in Amazon Alexa and Google Home; collected by using our two models.

Alternate Hypothesis: There is some association of the keywords
with the sensitiveness.

In this case, we have 23 different categories so our degree of
freedom is equal to 23. We set the significance level as 1%. The
critical value for chi-square is equal to 41.638 [11]. However, from
the computation, we find that our chi-square value is equal to
167.45. As a consequence, we reject the null hypothesis and accept
the alternate hypothesis.

7.3 Measuring Security Implications of Skills.
Now, we put together the results from the capability analysis and
sensitivity analysis to identify the attack surface in the skills. We
want to answer the following questions: (1) How many voice com-
mands are vulnerable? (2) What kind of vulnerability it is? (3) What
categories of skills are more vulnerable? (4) Do Alexa and Google
Home perform differently in the security analysis? (5) How rapidly
sensitive voice commands are increasing in Alexa and Google? (6)
Whether the availability of sensitive applications in one region is
the same in the other region or not?

Sensitive voice commands. To answer the first two questions,
we combine our capability analysis (Section 5.4) and sensitivity
analysis (Section 5.5). Through the capability analysis, we find
29,062 action injectable and 51,067 information retrieval voice com-
mands from Amazon Alexa, as well as 3,689 action injectable and
5,407 information retrieval voice commands from Google Home.
Through our sensitivity analysis, we find that certain skills store
user personal information, banking information, operate a smart
device, smart car. Putting these two analyses together, we identi-
fied that 11,442 from Amazon Alexa and 1,012 from Google Home,
in total 12,454 security sensitive voice commands. We show the
detailed distributions of sensitive-injectable and sensitive-retrieval
in Table 6.

Critical categories. In our study, we find that several cate-
gories contain security sensitive voice commands than others. From
Table-7 and 8, we can observe that there are 10,313 sensitive voice
commands in smart home from Amazon Alexa, whereas 923 sensi-
tive voice commands in home control category from Google Home.
Therefore, these categories seem to be the top most critical cat-
egories from Amazon Alexa and Google Home respectively. In
addition, several categories (e.g., health & fitness, kids) suspect to
be sensitive. Traditionally, health & fitness category contains all
the sensitive information such as- user health information, daily
fitness activity. However, despite those skills, health & fitness cat-
egory contains lots of skills that give users exercise guidelines or

provide other non-sensitive functions. Therefore, the number of
non-sensitive commands are higher than the sensitive ones in this
category.

Cross-platformAnalysis. Wehave identified three interesting
findings regarding the skills and voice commands in both platforms.
First, from our investigation, we find that there are 42 common
sensitive voice commands (such as - arm my system, open door
one etc.) in Google Home and Amazon Alexa. Moreover, we find 62
vulnerable common skills (such as - K Smart, Mysa Thermostat, Lux
Products etc.). Second, from Table ??, we can observe the presence
of similar sensitive keywords in both platform. They are- Turn, Set,
Dim, Add, Check, Arm, Lock, Send. Third, for the same category
of voice commands, the two platforms have similar percentages of
sensitive voice commands in both platforms. For example, smart
home in Amazon Alexa has around 12.87% of sensitive voice com-
mands whereas for Google Home, they have 10.14%. Analysis on
the rest of the categories is included in Table 7 & Table 8.

Evolution rate analysis. In 2018, we crawled data from both
Amazon Alexa and Google Home by following the same approach
that we did for crawling 2019 data, and the full procedure of data
collection is described in Section 5.1. With the help of previous
data, it becomes easier for us to uncover sensitive skill evolution
ratio in per category basis on the both platform. From the Figure 8a,
we can observe that, 1,263 sensitive skills still exist, whereas total
number of new sensitive skill is 881. Interestingly, we find that 122
skills have been taken down either one of the following reason: (1)
skill developers took it down, (2) Amazon removed those skills. As
illustrated in Figure 8b, for google home, we can notice that, the
number of deleted skill is 47, whereas there are 26 new skills got
published in 2019. Interestingly, for google home, the number of
new sensitive skill introduced in 2019 is less than that of amazon
alexa. However, it is not the case for the voice commands. In Fig-
ure 8d, it shows that there are 972 number of new sensitive voice
commands compared to 2018. Sensitive voice commands growth
in amazon alexa is very high compared to Google. Surprisingly,
from Figure 8c, we can observe that there are 6,325 sensitive voice
commands still exist in the current amazon alexa store. In ama-
zon alexa, the ratio of sensitive voice commands increases from
11.04% to 14.28% in one year. However, in google home, this ratio
decreases from 15.41% to 11.13%. To conclude the evolution rate, we
can claim that sensitive voice commands growth rate is higher in
amazon alexa compared to google home. Moreover, as amazon alexa
has larger user base (amazon alexa has 40 million, whereas google
home has 16 million users) compare to google, the consequence is
fearsome if exploited [14].

Region based analysis. In order to answer our research ques-
tion: whether voice platforms have different sensitive applications
in different region or not, we investigate skills from UK (United
Kingdom) store. Interestingly, we have not found any separate store
for google home other than the US store. After collecting data from
UK store (as mentioned in Section 5.1), we run our two models
to perform both capability and risk level analysis. Table 6 reflects
the existence of 4,154 sensitive voice commands in UK store (2019).
And the total number of sensitive skill is 674 out of 20,213 skills.
By doing a further investigation, we found that similar to US store,
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2018
2019

122 1263 881

(a) Comparison between
sensitive skill in Alexa from
2018 and 2019

2018 2019

47 160 26

(b) Comparison between
sensitive skill in Google
from 2018 and 2019

2018
2019

980 6326 5116

(c) Comparison between sen-
sitive voice commands in
Alexa from 2018 and 2019

2018
2019

661 40 972

(d) Comparison between
sensitive voice commands
in Google from 2018 and
2019

Figure 8:Comparison of Sensitive skill and voice commands between
2018 and 2019 in Amazon Alexa and Google Home

smart home category contains the most number of sensitive voice
commands (3,916 sensitive voice commands) compared to other
categories in UK store.

7.4 Sanity check evaluation
The number of hidden commands in the supported by each of the
five categories is listed in Table 9. From the table, we can conclude
that only 2% skills that we investigate have hidden commands.
Therefore, we believe the undocumented voice commands are neg-
ligible.

8 DISCUSSION

Countermeasure. Through our investigation, we find that
6.74% of the voice applications from Amazon Alexa and Google
Home are sensitive. As a result, manufacturers (i.e. Amazon or
Google) can introduce an extra layer of protection by authenti-
cating through PIN code or voice profiling, before using sensitive
voice applications. They do not need to impose these protections
for all of the applications or a specific category, As a result, it will
also reduce the overhead of the user while using the non-sensitive
applications and ensures a good UX (user experience). Moreover,
13.95% voice commands are sensitive in US store for both platform.
Again, manufacturer can provide an option to notify through email
or mobile message to user whenever any sensitive voice commands
get executed through her vpa. In this way, without introducing any

Category Sensitive Non-Sensitive

Inject. Retriv. Inject. Retriv.
Smart Home 8,095 2,218 157 265
Connected Car 118 207 13 62
Productivity 84 64 990 2,335
Lifestyle 45 60 1,648 2,952
Business & Finance 35 146 1,422 3,842
Shopping 29 25 152 374
Home Services 18 15 164 244
Food & Drink 14 43 562 1,770
Music & Audio 11 4 4,527 4,735
Games, Trivia & Access. 10 7 391 5,359
Utilities 9 37 64 271
Education & Reference 8 9 1,948 4,667
Communication 7 52 439 601
Travel & Transportation 6 10 601 1,175
Health & Fitness 6 19 432 900
Social 4 7 227 624
Local 3 7 448 1,381
Sports 1 2 703 1,916
Movies & TV - 3 303 776
Novelty & Humor - 2 1,063 4,169
Weather - 2 491 1,189
News - - 3,222 7,443
Kids - - 592 1,078

Table 7:We use our twomodels- active learningmodel & keyword-basedmodel, to identify
the total number of action injection-sensitive, action injection-non sensitive, information
retrieval-sensitive, information retrieval-non sensitive voice commands in 80,129 voice
commands from twenty three different categories of Amazon Alexa. Inject. means action
injection. Retriv. means information retrieval.

Category Sensitive Non-Sensitive

Inject. Retriv. Inject. Retriv.
Home Control 642 281 1,092 604
Productivity 10 14 119 147
Shopping 6 20 135 331
Health & Fitness 4 - 163 257
Communication 4 - 64 172
Movies & TV 3 - 99 130
Travel & Transportation 1 6 96 327
Food & Drink 1 3 66 163
Business & Finance - 11 29 325
Education & Reference - 3 104 643
News - 2 416 518
Local - 1 26 269
Music & Audio - - 246 61
Games, Trivia & Access. - - 208 600
Sports - - 57 119
Weather - - 50 115
Art & Lifestyle - - 34 226
Kids - - 14 59

Table 8: We use our two models- active learning model & keyword-based model, to iden-
tify the total number of action injection-sensitive, action injection-non sensitive, infor-
mation retrieval-sensitive, information retrieval-non sensitive voice commands in 9,096
voice commands from eighteen different categories of Google Home. Inject. means action
injection. Retriv. means information retrieval.

infrastructure changes and modification to the third-party voice ap-
plications, manufacturer can defend attacks against those sensitive
voice applications.
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Category # Hidden Commands

Communication 3 (6.0%)
Shopping 2 (4.0%)
Productivity 0 (0.0%)
Business & Finance 0 (0.0%)
Health 0 (0.0%)
Total 5 (2.0%)

Table 9: We first randomly choose 50 skill and potential hidden command pairs from each
of the five sensitive categories. Then we use the automation tool to test whether the skill
supports each potential command. Our results show that in total only 2.0% skills have
hidden commands.

Result Summary and Implications. Weperform a large-scale
empirical measurement of 34,000+ skills and 89,000+ voice com-
mands on two popular VPA platform - Amazon Alexa and Google
Home. We investigate capability and the risk level of the third party
applications. We only identify a small portion (6.74%) of the skills
that contain sensitive voice commands. Among the sensitive voice
commands, there are 9,174 sensitive “action injection” voice com-
mands which are used for controlling smart devices and setting or
updating system values. In addition, there are 3,280 sensitive “in-
formation retrieval” voice commands which are used for collecting
sensitive information about users the network connected devices.
Across the two VPA platforms, we only find 62 common sensitive
applications available on both platforms and 42 common sensitive
voice commands. The results indicate that only a small portion of
skills that are used for security and privacy sensitive tasks, which
deserves further attention from researchers. A potential future
direction is to dynamically test these skills and validate their vul-
nerability against different attacks [31, 45, 58, 60]. We believe that
our tool and the datasets of sensitive skills and voice commands
can be a helpful resource for future researchers to develop and test
security analysis systems.

Limitations. This paper has a few limitations that need to be
further discussed. First, for the sensitivity analysis, we use keyword-
based methods, and focus on generating keywords from skills that
require account linking. This could lead to false positive cases for the
following two reasons: (1) voice commands might include keywords
that we did not analyze; (2) the sensitive keywords might be biased
because they might not be representative for skills without account
linking. However, based on the evaluation of the 275 validation
dataset, the false positive rate is only 1.09%. In addition, wemanually
analyze 270 additional voice commands of 100 randomly selected
skills without account linking features (illustrated in Table 10), we
only identify four sensitive voice commands (false positive rate
is 1.48%). A second limitation is related to how we label sensitive
voice commands, given that the definition of sensitivity can be quite
subjective. In this paper, we have three people to label each voice
command independently. According to our analysis, the agreement
rate is reasonably high and acceptable [23] (agreement rate = 94.46%,
Fleiss’s Kappa = 0.93). In addition, we did a user survey (illustrated
in Section 6) with the sensitive keywords, and considered only
those keywords which got higher sensitive votes compared to non-
sensitive votes.

# Skill # Cmd S. Skill # S. Cmd

100 270 2 4
Table 10: Sensitvity analysis on non-account linking skill and voice commands.

9 RELATEDWORK
Ubiquitous usage of IoT devices has drastically increased the popu-
larity of VPA. And thus, this rapid growth of popularity brings the
concern of security issues in VPA. In this section, we will demon-
strate recent attacks and defenses in VPA. We will also discuss the
NLP-based mechanism for analyzing security and privacy.

Attacks inVPAs. Usability and capability havemade VPAmore
powerful which draws the attention of the attackers to hack this
system. Recent research has proved the existence of vulnerabilities
in voice interface both in voice controlled system [21, 27, 30, 52, 53]
and smartphones [22, 26, 28].

We divide all the voice attacks into two category- hidden voice
commands attacks & skill squatting attacks. Roy et al. demonstrated
an inaudible voice command attack to hijack a user’s VPA. Voice
impersonation attack [37]. Similarly, dolphin attack [58], Cocaine
noodles [51], hidden voice command attack [20] also used inaudible
or adversarial voice command to attack the speech recognition
system and VPA. In addition, Denis et al. were able to successfully
inject bogus audio signal to attack the microphone [32]. Recently,
Yuan et al. crafted adversarial song by embedding malicious voice
command into a song [55]. Many smart devices in our home have
the capability of playing music or audio, thus attack via audio (or
signal level attack) makes the attack surface of VPA even larger.
Diao et al. demonstrated that these malicious commands could be
a threat to our privacy & sensitive information and cause serious
damage to our security system [22].

Apart from these voice commands attacks, attackers are making
the VPA system fool by publishing semantically similar malicious
skill. Kumar et al. and Zhang et al. demonstrated an innovative way
of stealing important user information by skill squatting attack [31,
60]. Other than skill squatting attack, Zhang et al. also introduced
voice masquerading attack to eavesdrop user conversation using
VPA. These NLP level attacks demonstrate serious logic errors and
indicate that the speech recognition system is still not mature which
makes this system more vulnerable to attack.

Defense on Voice Personal Assistant. Defending against
voice attacks in VPA is known to be a challenging problem. Existing
defenses include differentiating between human and machine voice,
live user detection, voice authentication to protect VPA from at-
tackers [18, 19]. VoiceGesture [59] detected the presence of the live
user by extracting user-specific features in the Doppler shift. Uzun
et al. used captcha for authenticating the user whenever the sys-
tem receives a voice command [50]. However, none of the defense
mechanism can successfully defend VPA from attackers because
of its unique interaction medium with the user. Existing defense
approaches are not well established to protect the VPA from such
powerful attacks which gives us the intuition to measure the secu-
rity risk of the voice commands and mark the most sensitive voice
command.

14



NLP-based Security Analysis. Previous works have used NLP
techniques to conduct security analysis under various situations
such as mobile apps [38–40], malware [48], privacy policy [35, 46].
For example, Zhang et al. present LipFuzzer to systematically study
the problem of misinterpretation of voice command in VPA sys-
tems [57]. While they focused on the pronunciation and function-
ality of voice commands, our study focuses on capability and the
sensitive level of commands.

10 CONCLUSION
In this paper, we measure how a vulnerable voice command can
affect the security & privacy of VPA. First, we investigate the ca-
pabilities of VPA to find the attack surface. Then, we design an
NLP-based tool to analyze sensitive voice command for their se-
curity & privacy implications. In our study, we demonstrate the
presence of 12,454 number of vulnerable voice commands in Ama-
zon Alexa and Google Home. In the end, we identify the most
critical category of Amazon Alexa and Google Home.
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